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Abstract
We describe a system for a hybrid proof search in Lean 4
based on predicting ingredients: premises, lemmas and in-
stantiations, using languagemodels. The predictions are used
with Aesop and other Lean automation for proof searches.

We integrate our system with Lean, with the goal that it
can be used ergonomically to complete proofs once they are
within the reach of AI powered automation.

We extract ingredient data not only from definitions and
theorems, but also from sub-proofs. This gives a large dataset
of over a million statements with ingredients. We find that
a language model, codegen-350M-multi, fine-tuned with our
data can predict ingredients with reasonable accuracy. We
also analyse frequencies of tactics used in Lean’s Mathe-
matical library mathlib; these suggest that our approach is
promising.

Keywords Lean theoremprover, interactive theoremprovers,
language models, proof search.

1 Introduction
A hybrid proof search combines (rule based) algorithms and
machine learning to attempt to prove theorems in automated
theorem proving systems or to provide automation in in-
teractive theorem proving systems. Algorithms are used for
efficient deduction based on unification, term rewriting, sim-
plification etc. and for search heuristics. Machine learning
complements this by suggesting useful starting points for
deductions and searches.
In this work, we use build a hybrid proof search system

for the Lean Interactive Theorem Prover [4], using the rule-
based automation of Aesop [10] as well as (directly and in-
directly) the automation that is part of Lean or its Mathe-
matical library [11] mathlib such as its unification engine,
simplifier, rewriting based on discrimination trees etc. We
use language models not only for premise prediction (which
has been done earlier in many contexts), but more generally
ingredient prediction. Thus, we use large language models to
predict:

• Premises: Names of theorems from the library that
are likely to be useful in the proof.

• Lemmas: Statements of theorems that are likely to be
useful in the proof.

• Instantiations: Terms in the proof that are not identi-
fiers, proofs or types. These are typically arguments
of functions or theorems.

• Conditions: Propositions that are sub-terms of a proof
and are not identifiers. These can be used as condi-
tions in if statements and by_cases and similar tac-
tics.

To train language models we extract data from themath-
lib library of formalizedmathematics, using proof-terms.We
use not only theorems and their proofs from the library,
but also sub-terms of the proof-terms which are themselves
proofs. This gives us a dataset of over a million statements
with ingredients. This dataset is in the public domain and
can be used for other purposes. Our extraction is based on
custom delaborators for Lean – delaborators convert kernel
expressions to surface syntax, with our custom delaborators
recording additional information.
We use the heuristic that sub-expressions that are not rep-

resented in the surface syntax (such as Eq.mp and HAdd.hAdd)
are unlikely to be useful in proofs. Hence, for the most part
we consider only expressions that are represented in the sur-
face syntax. However, we do retain some information that is
suppressed in syntax, such as types of variables in function
declaration (in practice this information is often looked up
by hovering or in the infoview in interactive Lean develop-
ment).
While premises are globally defined identifiers, lemmas,

instantiations, and conditions depend on a local context (we
often call this simply the context). We extract this as part
of the data and train models to predict the context as well
as the lemma or instantiation. We train CodeGen350m to
predict all the above ingredients.
Premise selection has been used successfully in first-order

logic (FOL) provers, as well as some higher-order logic sys-
tems like Isabelle. However, in Lean (and similar systems),
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it is not obvious how to use premises. Further, our goal is
to also use predictions of lemmas, instantiations and condi-
tions. Another component of our work is to build automa-
tion using Aesop to use these predictions. To do this we also
write some tactics that are useful for this purpose, for exam-
ple to make use of the predicted local context correctly.
While eventually AI systems may work autonomously, it

is likely that in the near future they will be most useful as in-
teractive assistants, in particular completing proofs once the
goal is within their capability. To this end, we have imple-
mented code to run searches in the background and cache
results, which are provided to the user as suggestions. This
code is generic and can be used with any automation (in-
deed by default it is used with the aesop tactic).
By design, this work has many loosely connected compo-

nents: data extraction, trained prediction models, search us-
ing predicted ingredients, new tactics, and background run-
ning of searches. Some of these need to be scaled and tuned
to be effective. We hope that some of these components can
be use in combination with work by others.

1.1 Contributions
To the best of our knowledge, our approach of an ingredient
prediction based search is novel. Other works either predict
tactics directly or predict premises (and in some case com-
mands) from a prior list. We feel ingredient predictions are
a good way to use the generative power of language models
without demanding good predictions of tactics.

Our approach to extracting data gives a large dataset with
over a million entries. As mathlib has a standard style and
very little duplication, we believe this is a very good dataset
for training language models for theorem proving. Further,
this can be used, for instance, to analyse relations between
different branches of mathematics.
The rule based automation and integrationwith Leanmay

be independently useful.

1.2 Related Work
Language models have been fruitfully employed in various
automated theorem proving settings ranging from FOL [1,
2], HOL (Isabelle) [5, 7, 8, 12] to very expressive logics like
the Calculus of Inductive Constructions (Lean) [6, 9, 14, 15].
In [1, 2] resolution based methods use deep learning models
such as transformers as clause selection functions. Search
based methods involving reinforcement learning such as ex-
pert iteration and Alphazero [16] have been proposed in [6,
9, 14]. In these systems, language models are trained to out-
put a proof step given a tactic state and act as a value func-
tion for searches. These methods are further proposed to
be combined with tools called hammers that aid in proof au-
tomation by using the power of external theoremprovers [7].
Sledgehammer [3] is a widely used hammer in Isabelle. These
hammers are further enriched by exploiting deep learning
techniques for premise selection [12]. In Isabelle, it is shown

that amalgamation of these "neural hammers" along with
the neuro-symbolic search techniques achieves remarkable
proof rates [12]. In [17], apart from the next proof-step pre-
diction task, premises selected using contrastive learning
are used in the prelude to improve the proof search. Premise
selection techniques using contrastive learning [18] and clas-
sical machine learning [13] are proposed as recommender
systems to users. However, the avenues of combining these
to enable proof automation are not clear.
Hammers are not yet fully developed for Lean owing to its

much greater complexity. However, we foresee that Aesop [10]
has potential to provide crucial proof automationwhen aided
with useful ingredients of the proof. We therefore not only
utilize premises but also lemmas, instantiations and condi-
tions in the proofs that we collectively call ingredients. In
next proof step prediction task as proposed in [6, 9, 14], a
language model has to output the full step constituting cor-
rect tactic with correct arguments. A minor mistake (such
as direct rewrite in place of reverse rewrite) can result in
an invalid step discarded from the search process. The real
use of an oracle like LMs comes in predicting "ingredients"
that have to be reasoned or introduced ex nihilo. Therefore,
we exploit LMs to only output these ingredients and offload
their correct usage to a better symbolic automation tactic
(Aesop) that can take care of using these aptly. We not only
focus on backward style proofs as in extant works [9] but
also on forward style through the introduction of lemmas.
Baldur [5] proposes full proof generation using language
models ( 8𝐵), but their adoption could be limited owing to
the large compute needed. Further, it is unclear whether full
proof generation would be helpful when proving new/com-
plex theorems.

2 Background
Lean 4 [4] is a theorem prover and programming language
based on the calculus of constructions with inductive types.
Thus,mathematical objects such as numbers and spaces, func-
tions, propositions and proofs are all terms in Lean. Each
term has a type, which is itself a term. Propositions are a
special class of types, and the proof of a proposition 𝐴 is a
term 𝑎 with type 𝐴 (denoted 𝑎 : 𝐴).

2.1 Definitions, Propositions and Proofs
Definitions introduce terms into the context and assign a
name to them. Theorems are essentially special definitions,
with the type of the term being defined the proposition that
is proved and the value a proof of this proposition. Lean’s
type checking and termination checking ensure that proofs
of theorems are correct.
An example of a theorem is in Figure 1, where a theo-

remwith name exists_infinite_primes is defined. The type
of this theorem is the proposition that there are infinitely
many primes, and the value is a proof of this proposition.
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theorem exists_infinite_primes (n : ) : p, n p

Prime p :=

let p := minFac (n ! + 1)

have f1 : n ! + 1 1 := ne_of_gt <| succ_lt_succ

<| factorial_pos _

have pp : Prime p := minFac_prime f1

have np : n p :=

le_of_not_ge fun h =>

have h : p n ! :=

dvd_factorial (minFac_pos _) h

have h : p 1 :=

(Nat.dvd_add_iff_right h).2 (minFac_dvd _)

pp.not_dvd_o h

p, np, pp

Figure 1. Proof of infinitude of primes in mathlib

The most significant difference between proofs and arbi-
trary terms in Lean is that two proofs of the same proposi-
tion are equal by definition. Formally, given a proposition A,
if x and y both have type A, then x = y by definition.

2.2 Expressions and Syntax
Terms are represented internally by kernel expressions. The
strings representing terms (including propositions and proofs)
are transformed into such kernel expressions in two steps.
In the first step, a parser converts the string into surface Syn-
tax. In the second step, an elaborator converts the syntax
into a type-correct kernel expression. Typically, proofs are
not explicitly described as terms as in Figure 1, but are gen-
erated by a tactic sequence as we describe in Section 2.3.1.
Crucially for us, kernel expressions are converted to pretty-

printed strings in two steps, reversing the above. First, a de-
laborator converts the kernel expression to syntax, and then
a pretty printer converts the syntax to a string.
The complexity and details of the kernel expression of

a term are dictated by the foundations, and often contain
details irrelevant tomathematical understanding or proving.
As a thumb rule, we largely ignore components of kernel
expressions that are not represented in syntax.

2.3 Ingredients
As mentioned in the introduction, we consider ingredients
of various kinds. Indeed, in the proof in Figure 1 the most
non-obvious idea is to consider the term 𝑛! + 1 when 𝑛 is
given. This term is not mentioned in the statement of the
theorem, but is used in the proof. Premise prediction will
not help with this aspect in this case (though we do need to
predict premises such as minFac_prime), but predicting in-
stantiations will.
Concretely, we consider the following kinds of ingredi-

ents:

• Premises: Names (identifiers) of theorems from the
library that are likely to be useful in the proof.

• Lemmas: Statements of theorems that are likely to be
useful in the proof.

• Instantiations: These are terms in the proof that are
not identifiers, proofs or types. These are typically
arguments of functions or theorems.

• Conditions: These are propositions that are sub-terms
of a proof that are not identifiers. These can be used
as conditions in if statements and by_cases and sim-
ilar tactics.

In training and prediction, we group together instantia-
tions and conditions as these are both non-atomic terms,
with a Boolean indicating whether the term is a proposition.
It is easy to separate predicted terms into the two groups,
and the context information, syntax etc. are similar in the
two cases (and we often refer instantiations when we mean
both instantiations and conditions, where there is no cause
for confusion).
In Example 1, some of the premises are le_of_not_ge, Nat.Prime.not_dvd_one,

Nat.factorial, Nat.dvd_factorial etc.
While premises are globally defined identifiers in the en-

vironment of a theorem, lemmas, instantiations and condi-
tions depend on a local context. This consists of two kinds
of local declarations: introducing variables with specified
types and let declarations making a local definition. Note
that assumptions are simply variableswhose type is the propo-
sition being included in the hypotheses.
The only instantiation in Example 1 is n! + 1, but this ap-

pears in three different contexts (differing in assumptions).
Some of the lemmas are: 0 < n!, in a context including the
variable n, and (p 1) (p n! + 1), in a context including
the variable n and the let declaration p : := Nat.minFac

(n! + 1).

2.3.1 Tactics and proofs
Most complex Lean proofs are typically generated by a se-
quence of tactics as, for example, in Figure 2. A tactic is a
meta-program which, given a goal state returns a new goal
state or fails. The goal state consists of a local context, which
consists local variables and let declarations, and a goal, which
is determined by a type. The goal is the proposition to be
proved and is represented by a meta-variable. Local vari-
ableswhose types are propositions are assumptions. A tactic
assigns an expression to the current goal meta-variable, in
general involving new meta-variables created by the tactic.
In particular, a solution of the goals in the new goal state
gives a solution of the original goal state.
Formally, a tactic proof is of the form by tacticSeq, where

tacticSeq is a sequence of tactics forming an indented block
or with tactics separated by semicolons (or a mix of these).
Indeed, by tacticSeq is valid syntax for a term for any non-
empty sequence of tactics tacticSeq; however this may not
elaborate to a term. To (attempt) to elaborate to a term, we
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theorem not_bddAbove_setOf_prime : ňBddAbove { p |

Prime p } := by

rw [not_bddAbove_iff]

intro n

obtain p, hi, hp := exists_infinite_primes n.succ

exact p, hp, hi

Figure 2. A proof using tactics

form an initial goal state from the expected type, i.e., the
statement of the theorem. If a tactic is successful on its given
goal state (using the initial goal state for the first tactic), it
returns a new goal state which is taken as the goal state for
the next tactic. If the tactic sequence is successful, the goal
state is empty, and the term is a proof of the theorem.
Some powerful tactics like simp and aesop, if successful on

a goal state, can be replaced by a simpler and more precise
tactic sequence. Associated to these are search tactics simp?,
aesop?, etc. which provide a Try this suggestion if successful
on a goal state, suggesting a tactic sequence that can be used
instead.

3 Techniques
3.1 Extraction of ingredients
It is straightforward in Lean 4 to obtain definitions, theo-
rems and their proofs in the environment, and hence from
mathlib and Lean’s core and standard library by importing
these into the environment. We exclude definitions and the-
orems in namespaces corresponding to code for use in the
compiler, interpreter, IO etc. We extract ingredients from
theorems and their proofs. Further, we also extract ingre-
dients from sub-terms of the proof-terms which are them-
selves proofs. This gives us a dataset of over a million state-
ments with ingredients. This dataset is in the public domain
and can be used for other purposes.
The theorem statements (types) and proofs (terms) are

kernel expressions. As kernel expressions have to be valid in
the foundations of Lean, they are typically very complicated.
In Lean, delaborators transform an expression into surface
syntax, which is then pretty-printed. Many sub-expressions
and identifiers (such as Eq.mp and HAdd.hAdd) are suppressed
in the syntax even if they are present in the kernel expres-
sion. We use the heuristic that sub-expressions and identi-
fiers that are not represented in the surface syntax are un-
likely to be useful in proofs. Similarly, we only consider sub-
terms of the proof-terms that are represented in the surface
syntax; these correspond to syntax nodes whose kind be-
longs to the syntax category term.
The Syntax is a tree-like structure, more precisely an in-

ductive type. Certain leaves correspond to identifiers. Thus,
to extract premises of a theorem, we can generate syntax

for the proof-term using Lean’s standard delaborators and
extract the identifiers from leaves.
However, the syntax does not contain enough informa-

tion to extract lemmas and instantiationswith context. More
importantly, we do not have information about sub-terms
that are proofs. Hence, we use custom delaborators that records
additional information. These are based on Lean’s own de-
laborators and involve copy-pasting and modifying.

3.1.1 Sub-proofs via delaborators
Concretely, depending on a setting Lean’s delaborators can
show a sub-term p whose type is a proposition prop either
like a term or as (_ : prop) suppressing the details of the
proof (which are irrelevant as in Lean two proofs of the same
proposition are definitionally equivalent). In our situation,
we need to record both the proof and the proposition, as
also the fact that the term is a proof. For this we introduce
special syntax, with a custom elaborator and a custom delab-
orator for the syntax. While extracting ingredients, we use
delaborators including the custom delaborator to generate
syntax, and then extract the information from the syntax.
We also have to use modified copies of all delaborators to
make correct recursive calls.

3.1.2 Context for instantiations and lemmas
Instantiations and lemmas have to be extractedwith their lo-
cal contexts. These are determined by matching with syntax
for functions, dependent function types, and let statements.
However, the types of variables in these cases are often sup-
pressed in syntax when Lean can deduce them while elabo-
rating the parent expression (and users can hover or look in
the infoview for this information). However, the sub-proof
may not have enough information to deduce the types, and
in any case this suppressing makes the task of the language
model harder, as also its output less useful for proof searches.
We hence modify the delaborators to include this informa-
tion.

3.1.3 Named lemmas
Often in Lean, auxiliary lemmas are stated as separate lem-
mas before the main result and proved. A proof search can-
not expect to find these in the context, but must predict their
statements. Hence, we include statements of lemmas that
are identifiers in a proof as lemmas to be predicted (exclud-
ing those in some namespaces associated to the compiler).

3.1.4 Recursive data extraction
With themodified delaborators, extracting ingredients is done
recursively from definitions and proofs by constructing a
syntax tree and visiting its nodes. The custom syntax and
delaborators have enough information to recognize when
nodes correspond to sub-proofs and what the proposition
and proof are at such nodes.
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Training for premises
theorem-statement <PREMISES> premise_1; . . . ; premise_n

Training for lemmas
theorem-statement <LEMMA> lemma_1
theorem-statement <LEMMA> lemma_2
. . .
theorem-statement <LEMMA> lemma_n

Training for terms
theorem-statement <CONTEXT> context <TERM> term_1
theorem-statement <CONTEXT> context <TERM> term_2
. . .
theorem-statement <CONTEXT> context <TERM> term_n

Figure 3. Training statements for premises, lemmas, and
terms (instantiations and conditions).

3.2 Training
3.2.1 Data split
To avoid contamination due to overlap between proofs and
their sub-proofs, and sub-proofs of the same proof, we split
the theorems and definitions of mathlib into three sets, with
sub-proofs assigned to the same group as their parent. About
80% of the theorems and definitions were assigned to the
training group, with 10% assigned to each of test and vali-
dation groups. We then generated sub-proofs and extracted
ingredients.
The Training data consisted of about 1.5 million unique

theoremswhile the test and validation data consisted of about
185 thousand and 188 thousand unique theorems.

The formatting of the different training tasks is shown in
Figure 3. The training tasks involved predicting premises,
lemmas, and terms, with terms including instantiations and
conditions. Terms and lemmas have associated to them a
(local) context.

Owing to the limited context length of the models, we
design the training datapoints in as follows:

• Premises (identifiers) are output as a string, with iden-
tifiers separated by semicolons. Thus, each data-point
consists of the theorem statement followed (after a
token) by a semi-colon separated list of identifiers.

• For a theorem with 𝑛 lemmas, we have 𝑛 training
data-points, each consisting of the statement followed
(after a token) by a lemma statement. The lemma
statement includes a context.

• For a theorem with 𝑛 terms (i.e., instantiations and
conditions) we have 𝑛 data-points, each consisting
of the theorem statement, followed by (after a sepa-
ration token) the context, followed by (after a sepa-
ration context) the term.

With this design, we get about 8.8𝑀 training data-points
(premises:∼ 1𝑀 , lemmas:∼ 6.5𝑀 , terms:∼ 1.3𝑀) and about
1.1𝑀 test data-points (premises: ∼ 0.12𝑀 , lemmas: ∼ 0.81𝑀 ,
terms: ∼ 0.17𝑀).
We finetune Codegen (codegen-350M-multi) with 350𝑀

trainable parameters using next token prediction loss. A sin-
gle model is trained for all the three tasks. The model is
trained for 5 epochs with the effective batch size of 64 and
the learning rate of 1𝑒 − 4. We use Adam’s optimizer (𝛽1 =
0.9, 𝛽2 = 0.999, 𝜖 = 1𝑒 − 8 ) and 𝑓 𝑝16 precision for training.
We use 4 A100 80𝐺𝐵 GPUs for finetuning.

3.2.2 Inference
Given, a theorem statement and optionally the context, we
follow the theorem statements with the appropriate disam-
biguation tokens: <PREMISES>, <LEMMA> and <TERM>,
and seek the completion to get premises, lemma and term
predictions. For the Codegen model, we generate 4 outputs
using beam search for each of the test datapoints.

3.3 Proof search using ingredients
Our approach to using ingredients is based on an analysis
of the frequency of use of various tactics in mathlib as well
as our experience formalising in Lean. Thus, we see that
most tactic applications use relatively few tactics such as rw,
apply, simp, intro and cases. Most of these correspond toAe-
sop rules, with the main task being the prediction of correct
premises (there is no Aesop rule for rewrite, but we make
a custom one). Further, lemmas and instantiations are used
both explicitly – in tactics like have, use and refine and im-
plicitly by proving an auxiliary lemma or making an auxil-
iary definition. Further, in many proofs powerful tactics like
linarith, ring, norm_cast, and norm_num provide automation
to find proofs, so we include these as part of the search
configuration. We give more details of a tactic census and
conclusions for our approach in Section 4.3, including com-
parison with tactic-prediction and premise-selection based
approaches.
We use Aesop to perform a best first proof search using in-

gredients predicted by our language models. Namely, Aesop
rules are created based on ingredients, and these are used to
search for proofs. Rules are similar to tactics except that ap-
plying a rule to a goal statemay result inmultiple goal states,
along with expressions for the metavariable for the original
goal in terms of the metavariables(so each new goal state
implies the given goal state). A rule, when successfully ap-
plied, also gives tactic scripts corresponding to the new goal
states, so that application of a given tactic script gives the
corresponding goal state.
In practice, as Aesop expects globally defined names to be

used in building rules, in some cases instead of associating
rules to ingredients we store these, or tactics derived from
these, in memory (using IO.Ref) and use these in custom
rules.
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We have implemented various rules to use ingredients in
the Aesop-based search. More experimentation is needed to
find good heuristics for weights associated to these rules,
and to decide whether a given ingredient should be used for
a given rule. We describe some of these rules below. In ad-
dition to using ingredients suggested by a language model,
we use some ingredients given by heuristics from the goal.

Some rules in Aesop allow premises to be used directly.
They can be used in the apply, simp and forward rules. In ad-
dition, those of appropriate type can be used in the cases and
constructor rules. We use (some of) the predicted premises
in these rules.
The most important use of premises is in rewriting. In-

deed, the rw tactic is the most common tactic used in math-
lib proofs, accounting for about 20% of the tactic uses. In
addition to rewriting the goal, tactics are used to rewrite
hypotheses. We implement a rule to give new goal states by
rewriting, including reverse rewriting, the goal and each hy-
pothesis by each premise in a list. Thus, we get a new goal
state for each legal rewrite of either the goal or a hypothesis
by a premise. We further refine this by implementing target-
ted rewriting, where we use Lean’s conv tactic mode to pick
sub-expressions to rewrite, and create a new goal state for
each successfully rewritten sub-expression.
To use a term suggested by the language model in the

proof search, we introduce it into the local context. Terms
in the context are used by Aesop’s forward (and destruct)
rules, so such termswill be used for instantiations. However,
the term should only be introduced if (each declaration in)
the suggested context is contained in the local context, with
all declarations in the suggested context being present in
the local context (it is fine if there are additional local dec-
larations). Further, the suggested term and its context are
given as strings by the language model, so need to be parsed
and elaborated. We introduce custom tactics to check that
the given context is contained in the local context, to parse
and elaborate the term, and to introduce the term (with a
generated new name) into the local context if we have the
required containment of declarations and successful elabo-
ration. We remark that if the context is not contained in the
local context, the term is not likely to elaborate, or the elab-
oration could introduce meta-variables leading to low-level
errors.
A second way that specific terms, namely those that are

propositions, can be used are with the by_cases tactic. This
splits into cases where the proposition is true andwhere it is
false. The code for this is a minor modification of the above.
A suggested lemma is via a custom tactic using, which

factors the goal A given a type B, giving goals B and B A.
As with terms, lemmas are suggested with a context, and
the statement is unlikely to elaborate unless the local con-
text has the necessary declarations. However, it is natural
to consider declarations in the context of the lemma that
are not in the local context as additional hypotheses, and

theorem not_bddAbove_setOf_prime : ňBddAbove { p |

Prime p } := by

aided_by auto_tactic do

rw [not_bddAbove_iff]

intro n

obtain p, hi, hp := exists_infinite_primes n.succ

exact p, hp, hi

Figure 4. A proof using auto tactics

to elaborate the type with respect to these declarations in-
troduces as for all or let declarations. Thus, for lemmas we
attempt to parse and elaborate relative to the local context,
rather than demanding containment of the suggested con-
text in the local context. We could have followed a similar
heuristic in the case of terms using lambda in place of for
all but feel that the heuristics we use are more natural.

3.4 Integration with interactive proving
Various experts1 have commented that a very useful role
of AI in theorem proving is to complete proofs once they
are within the reach of AI. Indeed, this will be similar to
copilot taking over and supplying the boilerplate once the
structure of a program is written, but with the advantage
that correctness is checked before making a suggestion. To
this end, as part of this project we have implemented a tactic
combinator which runs a chosen tactic in the background
after each tactic step.
We introduce syntax aided_by auto_tactic do tactics

where auto_tactic is a tactic or tactic sequence that is run in
the background after each tactic step. This is valid syntax for
a tactic even with tactics being an empty sequence. An ex-
ample of such syntax is Figure 4.We also usemacros to intro-
duce more convenient syntax, such as by# tacticSeqwhich
is essentially equivalent to the above with auto_tactic be-
ing aesop.
In interactive usage, the aided-by block is thus parsed as a

tactic and an elaboration is attempted after each tactic in the
sequence is typed. At each such stage a Task is spawned (to
run in the background) to search for a proof using the tac-
tic auto_tactic. If the tactic succeeds, the result is cached.
When the same stage is elaborated again (as the next tactic
is typed) a Try this suggestion is provided, as a hyperlink
and code action, using the cached result. For example, in
Figure 4, at the time a user finishes typing intro n, thus giv-
ing a syntactically valid block, two previous searches would
have been launched earlier, one with no tactics and onewith
the single tactic rw [not_bddAbov_iff]. If either of these have
succeeded the user is offered a Try this hyperlink and code-
action to complete the proof. Otherwise, if goals remaind af-
ter intro n (as they do in this case) a fresh task is spawned to
1For example, Adam Kalai in personal conversations.
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seek a proof for this goal state. A short configurable delay
(50 milliseconds by default) is introduced for cases where
the proof is found quickly, and then the user can continue
just as in an ordinary tactic block.

4 Analysis and Results
To assess both the present performance of our system and its
potential when scaled up, we generated and analysed data:

• The quality of ingredient prediction in our current
language model.

• The extent to which our proof process works given
the correct ingredients.

• Use of tactics in mathlib to see the extent to which
proofs using them are present in our proof search,
and also to compare our approach with two alterna-
tive approaches – tactic prediction and premise se-
lection.

4.1 Language model predictions
The goal of our language model is to predict ingredients
present in the proof. Additional ingredients predicted by the
language model are not especially harmful unless they di-
lute the ingredients too much. We thus use two measures of
the correctness of predictions, coverage and efficiency; tra-
ditional metrics used in NLP are not particularly suitable
for our task. Coverage is the fraction of ingredients that
are predicted by the language model. Efficiency is the frac-
tion of the ingredients predicted by the language model that
are correct. We also measure the fraction of cases where we
have full coverage, so the automation has all the ingredient
information. For the measures reported here, we are only
considering exact matches as strings. In the case of lemmas
and terms, it is sufficient to have definitionally equal terms,
but we do not consider this here as checking this is compu-
tationally expensive (the code for this check has been imple-
mented as part of a related project on autoformalisation).
The following are the results for the test set after the fifth

epoch of fine-tuning codegen-350m.

• Premises
– Count: 112473
– Average coverage: 0.66
– Average efficiency: 0.39
– Covered: 49430
– Fraction fully covered: 0.44

• Terms
– Count: 67927
– Average coverage: 0.73
– Average efficiency: 0.38
– Covered: 40948
– Fraction fully covered: 0.60

• Lemmas
– Count: 98426
– Average coverage: 0.42

– Average efficiency: 0.34
– Covered: 28007
– Fraction fully covered: 0.28

The average coverage is fairly high.We can hope that this
can be improved by using a larger model. The average ef-
ficiency is also high compared to what is needed, as most
wrong ingredients fail, and fail fast due to techniques like
discrimination trees used by Lean and Aesop. Indeed, we
would like to experiment with trading better coverage for
a lower efficiency by tuning hyperparameters.

Learning progress of the LM.
We used the validation data to analyse the learning over
time in our model. We used the analysis metrics – coverage
and efficiency, as described in Section 4.1 (in our preliminary
experiments, we found that validation loss is not a good in-
dicator of the performance of the model). Since inference
over the entire validation set is computationally expensive,
we used a subset of the validation set.We randomly sampled
1000 datapoints for each of the three ingredient-tasks. We
computed the analysis metrics for validation at each epoch
as shown in Figure 6. We found that the model is not over-
fitting to the training data till 5𝑡ℎ epoch as the validation
metrics are improving with the decrease in the training loss.
Our tests of the model (reported above) used the model’s
checkpoint at 5𝑡ℎ epoch.

Effect of generating more sequences.
We also analysed the effect of increasing the number of re-
turn sequences from the language model on coverage at
the cost of efficiency. As we did for studying the learning
progress, we randomly sampled 1000 datapoints for each of
the three ingredient-tasks from the test set. We then com-
puted coverage metrics (average coverage and fraction of
the datapoints fully covered) for 4, 8, 16, and 32 return se-
quences as shown in Figure 7. While we see a modest im-
provement (∼ 10 − 11% in both average coverage and frac-
tion of full coverage) for premises, lemmas (55% in average
coverage and ∼ 71% in fraction of full coverage) and terms
(∼ 21% in average coverage and ∼ 32% in fraction of full cov-
erage) show major improvements. This could be due to the
way we formatted our tasks. Since a single sequence allows
the language model to output all the premises, increasing
the number of sequences can show decreasing returns. This
shows that our hybrid proof search could benefit frommore
generations if the automation focuses mainly on the plausi-
ble ingredients provided amongst the provided ingredients,
i.e., the cost of wrong additional suggestions is low (this is
the case with rewrites, for example).

On hallucinations.
Language models are infamous for hallucinating i.e. fabri-
cating non-existing outputs. In the context of the premises
task, we define hallucination as predicting premises that are

7
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not shown in the training data. On an average, our language
model incorrectly hallucinates 11% of premises given a theo-
rem statement i.e. these premises are not part of mathlib. In-
terestingly, around 12% of the correct premises predicted are
not shown to the language model during finetuning. These
useful hallucinations suggest that the languagemodel is able
to learn the naming pattern from the training data in addi-
tion to outputting relevant premises.

4.2 Proof search with ingredients
As the search with ingredients is complex and needs a lot of
tuning based on experimentation, as a start to understand-
ing automation we considered those theorems and defini-
tions whose only premises begin with Eq or Iff and which
had no lemmas, instantiations or conditions. In most cases
such premises are generated by tactics and other automa-
tion like unification and type-class inference. We hence con-
sidered a simple search where the premises were use only
with the apply rule, both as an unsafe rule and a safe rule.

We found that 78% of the test results were proved, with
75% of these proved without using any ingredients (as we
expect to usually be the case for this special situation).
To achieve this success we analysed failures in earlier

rounds to improve our search. It turned out that two causes
of failure were subtleties of Aesop which improved infer-
ence avoided (transparency in introduction rules, simplifi-
cations blocking application of unsafe rules). A third was a
bug in Aesop which we reported and was fixed2.
These results are encouraging. While they are perhaps

not good enough yet to use in production, we hope that an
interactive improvement process like the abovewill give suf-
ficiently powerful automation (we believe that a 75% rate is
enough for a useful tool, but as our benchmark was not for
typical cases we hesitate to claim that the automation is ad-
equate).

4.3 Analysis of tactic use inmathlib
A proof search using language models (or some other form
of Deep Learning) depends on the quality of predictions and
the automation in using them. The quality of prediction is
likely to be better if the prediction task is easier; for instance
premises will be predicted better than tactics. On the other
hand, the automation in using predictions is likely to be bet-
ter if the task is easier; for instance tactics are easier to use
than premises. Thus, we have a trade-off in the choice of
ingredients to predict and use. In addition, if simpler ingre-
dients are predicted and used, additional automation may
need to be implemented (as we do with custom tactics and
aesop rules)
Here we analyse tactics used in mathlib and data of fre-

quencies of premises to understand how to make this trade-
off. Specifically, this data suggests that premise selection is
2https://github.com/JLimperg/aesop/commit/
b6f2b26b6e513b7bcd9ca000ddfde6713cf0cf59

Figure 5. Frequency of tactic use in mathlib

not likely to be adequate in Lean, unless much more power-
ful automation is developed.
On the other hand, tactic prediction is in some sense arbi-

trarily general; so perfect tactic predictions can prove any-
thing and close to perfect tactic predictions can prove most
things with just a search. But close to perfect tactic predic-
tion is hard. Our analysis below suggests that ingredient
prediction is adequate in most cases. Ingredient prediction
is likely to be easier than tactic prediction, and indeed our
results show that a relatively small model performs fairly
well.

The frequencies of tactic calls are plotted in Figure 5 and
the top 30 are shown in Table 1. As we see, the top 20 tactics
account for 80% of the uses. Moreover, many of these can be
rewritten in terms of other tactics. For example, simpa is just
simp followed by assumption.
The most common tactic, rw, is used with ingredient pre-

diction in our search. Indeed, we use a refined form, so this
can be used in even more cases. The tactics apply, intro,
simp rfl, cases, and constructor are naturally integrated
into Aesop search with ingredient prediction. A few other
powerful tactics, ext, congr linarith, ring, norm_cast, and
norm_num are also used in our search by adding tactic rules
for a given list of power tactics specified as strings (ext may
in fact be included in aesop’s default tactics soon).
Many tactics which we do not use in our search are typ-

ically present for brevity and can be readily replaced. The
refine tactic can usually also be replaced by a sequence of
tactics. Note also that exact can generally be replaced by
apply, and in many cases (where we use a complex term) by
the assumption tactic.
The tactics have and let introduce lemmas and terms into

the local context. In our search, we do this based on predic-
tions of lemmas and terms, which is a major advantage of
our approach over pure premise selection. Note that in prac-
tice auxiliary lemmas are neededmuchmore than suggested
by the frequency of have and let, as we see by analysing the
frequencies of identifiers using our extracted proof data.
Indeed, about 47% of the identifiers were used only in

one theorem or definition and about 18% were used twice.
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Figure 6. Training loss and validation metrics: all the metrics show a general improvement as the training progresses
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Figure 7. Coverage as the number of return sequences is
increased

These are clearly auxiliary statements or definitions, proved
or defined for use in a specific theorem (or system generated
based on amatch in a specific case). It is not reasonable to ex-
pect these to be already proved and hence present in the en-
vironment, for use with premise selection. Instead, we need
to predict these, and use them in the proof search. In our
training, we do include named lemmas (as mentioned in Se-
cion 3.1.3) in the lemma prediction data so that the language
model can learn to predict both these and lemmas directly
included in the proof.

4.3.1 Code illustrations
While we do not as yet have end-to-end demonstrations of
our results, the source code in the supplementary material
can be run or contains results for a few stages.
Running the commands

l a k e exe cache ge t
l a k e exe t e s t p r em i s e s Nat . e x i s t s _ i n f i n i t e _ p r i m e s

gives as output the data extracted from the proof of infini-
tude of primes and its sub-proofs. The supplementary mate-
rial already contains the extracted ingredients in the direc-
tory rawdata/premises, with various kinds of ingredients in
files named extra.jsonl in different subdirectories.
The file CodeGen/Premiseless.lean has the successful and

failed attempts described in Section 4.2 for the selected set
of test premises. In the successful cases the generated proof
is filled in and in the failed cases a #print statement is given,
to facilitate analysis of the failure. This is generated by the
program premiseless.lean.
The file background.md has illustrations of the tactics run-

ning in the background. Due to recent upstream breaking of
aesop’s Try this, temporarily the pasted code is misaligned.
To run the full data extraction one can run the program

getpremises.lean. This, however, takes a few hours on a 32
core machine.
The code for the data structures of ingredients and their

serialization is in LeanAide/PremiseData.lean. The custom
delaborators are in LeanAde/VerboseDelabs.lean with some
other helpers. The code for extraction on the ingredients is

9
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Table 1. Frequency of tactic use

Tactic #Used %Used Cumulative %
rw 47300 19.31 19.31
exact 76069 11.74 31.05
refine’ 90290 5.80 36.85
simp 104191 5.67 42.53
have 117163 5.29 47.82
apply 130083 5.27 53.10
intro 141576 4.69 57.79
rintro 148172 2.69 60.48
rfl 154433 2.56 63.03
ext 160502 2.48 65.51
simpa 166350 2.39 67.90
obtain 171923 2.27 70.17
rcases 177004 2.07 72.25
cases 181809 1.96 74.21
by_cases 184727 1.19 75.40
convert 187645 1.19 76.59
rwa 190538 1.18 77.77
let 193364 1.15 78.92
constructor 196146 1.14 80.06
cases’ 198822 1.09 81.15
refine 201036 0.90 82.06
dsimp 203170 0.87 82.93
congr 205167 0.82 83.74
induction’ 206931 0.72 84.46
haveI 208678 0.71 85.18
intros 210276 0.65 85.83
erw 211811 0.63 86.45
change 213203 0.57 87.02
use 214516 0.54 87.56
infer_instance 215767 0.51 88.07

in LeanAide/Premises.lean. The code for the search using
Aesop is in LeanAide/AesopSearch.lean.
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